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5 Institute of Theoretical Astrophysics, University of Oslo, PO Box 1029, 0315 Oslo, Norway

Received 7 October 2003 / Accepted 3 December 2003

Abstract. We have studied in detail the extraction of estimates of � = 2 p-mode frequencies from unresolved observations of
the visible disc of the Sun. Examples of data of this type include ground-based observations made by the Birmingham Solar-
Oscillations Network (BiSON), and space-borne observations made by the GOLF and VIRGO/SPM instruments on board the
ESA/NASA SOHO satellite. The fitting of the modes is complicated in practice by the asymmetric arrangement in frequency
of the three components (m = −2, 0 and 2) that are prominent in such data. In order to investigate the effect of this we used a
series of 10-yr artificial datasets into which varying degrees of asymmetry were introduced. The sets were designed to mimic
the characteristics of the BiSON and GOLF data, and were analyzed both with and without the BiSON window function from
the period 1992 through 2001. Since reliable estimates of the asymmetry have only recently been extracted from unresolved
observations (Chaplin et al. 2003a) it has for a long time been standard practice to fit the � = 2 modes to a model that assumes a
symmetrically arranged multiplet. We have tested the impact of this on the accuracy of the extracted frequencies. Furthermore,
we demonstrate that asymmetric models can be successfully applied, provided the data are of sufficient length and quality. We
also discuss the implications of our simulations for analyses of real solar data.
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1. Introduction

Doppler velocity or intensity observations of the unresolved
Sun (i.e., “full-disc” or Sun-as-a-star data) have the requisite
spatial sensitivity and stability to allow studies of globally co-
herent, low angular-degree (low-�) p modes to be made. An
invaluable database of observations of this type has been ac-
cumulated by ground-based networks (e.g., BiSON and IRIS)
and space-borne instruments (e.g., GOLF and VIRGO/SPM on
the ESA/NASA SOHO satellite) and this has played both a for-
mative, and key on-going, rôle in studies of the deep radiative
interior of the Sun.

The net mode signal observed from a given angle of incli-
nation, i, depends upon the average over the visible disc of its
spatial displacement eigenfunction, this being a spherical har-
monic described by an angular degree and azimuthal order, m.
When observations are made in or near the ecliptic plane (i.e.,
for i ∼ 90◦) only those components for which � + m is even
are clearly visible in unresolved data. This is of course the per-
spective offered from ground-based networks and the SOHO
satellite at the inner Lagrangian point. Furthermore, the sensi-
tivity of these data to different azimuthal orders is such that the
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outer components are observed to be the most prominent. (The
zonal, m = 0 mode is the only component present at � = 0,
whilst at � = 1 only |m| = 1 is seen.)

Once made, a set of unresolved solar observations gives a
single time series, the frequency spectrum of which consists of
many closely spaced resonant peaks. Due to their proximity in
frequency the individual m of a multiplet at � ≥ 1 cannot be
analyzed independently; suitable models that seek to describe
the characteristics of the m present must therefore be fitted to
the components simultaneously. Furthermore, when � ≥ 2 the
relative arrangement in frequency of the visible components
within each multiplet will show asymmetry, i.e., an asymmetric
arrangement – or non-uniform spacing – of frequencies. This is
because of the differing response of individual m to the distri-
bution of activity over the solar surface. The asymmetry will
also vary over time in response to changes in activity over the
solar cycle.

The influence of nearby � cannot be ignored either, par-
ticularly so at higher mode frequencies where the widths of
the resonant peaks are comparable to the separation in fre-
quency of adjacent multiplets. This means that the mode struc-
ture must also be fitted over much of the spectrum in pairs (i.e.,
monopole modes with quadrupole modes, and dipole modes
with octupole modes).
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These primary dataset characteristics raise the important
question of how estimates of the eigenfrequencies are affected
by having to accurately model, and then fit, the various compo-
nents within a given multiplet; and how the fitted frequencies
actually relate to those of the underlying components. Here,
we seek to investigate these issues for � = 2 multiplets in un-
resolved data. It is at this angular degree that the impact of fre-
quency asymmetry becomes an issue, and our work here rep-
resents the first in-depth study of the consequences of this for
low-� modes.

An attempt to quantify the impact of frequency asymme-
try is important in both a solar and stellar context. Estimates
of the � = 2 p-mode frequencies and splittings provide im-
portant input to studies of the solar core and deep radiative in-
terior. We also stand on the threshold of having a wealth of
data of this type from both ground-based and satellite observa-
tions of solar-like stars. This of course raises the question of
how many years it might be before the complications studied
here will need to be considered in stellar data. Given the cur-
rent high quality of ground-based observations (e.g., the recent
αCen A data of Butler et al. 2003) the answer is probably after
the accumulation of only a few years of data (lengths at which
one can attempt to constrain the asymmetric structure of the
� = 2 multiplet in unresolved solar data). Clearly, the particu-
lar problems posed by a given star will depend upon the angle
of inclination, i, it offers to us and the characteristics of its ro-
tation and surface activity. Nevertheless, the results here serve
to illustrate some of the subtle analysis issues that will need
to be addressed once high-quality stellar time series become a
commonplace data product.

The layout of the rest of the paper is as follows. In Sect. 2
we give an overview of the particular problems posed by the
� = 2 mode structure. To test the impact of this on fits to the
modes we have generated and analyzed artificial p-mode-like
data, whose characteristics – in particular the arrangement in
frequency of the � = 2 components – are known a priori. Two
cohorts of data were generated, as described in Sect. 3, and then
fitted with the strategies outlined in Sect. 4.

In the first set of simulations we introduced different levels
of asymmetry at each radial order, n. Analyses of these data
(Sect. 5) were used to map out the response of the fits to in-
put asymmetries covering a wide dynamic range. With this be-
haviour characterised fully, a second cohort of data were then
constructed to mimic the asymmetries expected at each n in
real solar data spanning almost a decade. These allowed us to
test the influence of, and the importance of allowing for, the
asymmetry in analyses of the extensive database of solar obser-
vations now available (Sect. 6). The results are drawn together
and summarized in Sect. 7.

2. The particular case of � = 2

Unresolved observations of the Sun with i ∼ 90◦ show
prominent quadrupole-mode structure at m = −2, 0 and 2
only. The spatial eigenfunctions of the outer, |m| = 2 modes
are sensitive predominantly to the activity at lower latitudes,
where the most conspicuous solar-cycle changes occur. Here,
large, strong-field structures contribute most of the observed

magnetic flux (e.g., De Toma et al. 2000). In contrast, the m = 0
mode shows a greater relative response to activity at higher lat-
itudes where strong-field magnetic structures are almost com-
pletely absent, and only weak-component flux is present. It is
therefore expected to show a smaller minimum-to-maximum
shift than its |m| = 2 neighbours if one assumes that this change
is the result of the influence of magnetic field structures (be
that directly, via the Lorentz force, or indirectly, as a result of
changes in stratification). Asymmetry in frequency is therefore
expected.

Observational evidence for such behaviour has been found
in unresolved data. Chaplin et al. (2003a) demonstrated that
it was possible to detect changes in the arrangement of
quadrupole multiplet structure in BiSON and GOLF data. They
found that the frequency asymmetry

dn =
1
2
(
νn,m=+2 + νn,m=−2

) − νn,m=0, (1)

was indistinguishable from zero (at the level of precision of
the observations) during an epoch of low activity, but increased
to a marginally significant positive value at high activity (in a
manner dependent upon the radial order, n). The results were
found to be in reasonable agreement with a range of predic-
tions (Dziembowski & Goode 1997; Dziembowski et al. 2000;
Moreno-Insertis & Solanki 2000). From these, dn for a mode
at 3000 µHz is expected to be approximately ≈300 nHz at the
epoch of maximum activity. This is to be compared with the
average separation between the visible m of ∼800 nHz. (Here,
we use dn to identify the frequency asymmetry, rather than
an used by Chaplin et al. (2003a). This is to avoid confusion
with the a coefficients used to describe the multiplet structure
in resolved-Sun data. Examples of this latter class of observa-
tions – for which the solar surface is resolved into many pixels
– include the ground-based GONG and ECHO networks, and
the SOI/MDI and LOI/VIRGO instruments on board SOHO.
Appendix A shows how the dn and resolved a coefficients are
related.)

In making their predictions, Dziembowski & Goode sug-
gested the need for fitting models to include some representa-
tion of the frequency asymmetry. The advance of Chaplin et al.
does indeed suggest that the common practice of fitting sym-
metric multiplet models to the data should at last be dropped in
favour of one that always allows for a potential, non-zero dn.
Doing so by attempting to fit for the asymmetry may not,
however, always be a wise course.

The small magnitude of the effect is such that high resolu-
tion is required in the frequency domain in order to extract rea-
sonably well-constrained estimates of the asymmetric arrange-
ment of the components. This demands the use of long data sets
of size >∼2 to 3 yr. However, the lengthier the basic dataset ca-
dence, the smaller the observed change in the dn over the solar
cycle. For example, the asymmetry present in data covering a
full 11-yr cycle will be much smaller than in a shorter-length
piece at or near the epoch of activity maximum. The effect is
therefore likely to be small in those long datasets which have
sufficient resolution to in principle allow the dn to be fitted.
Unfortunately, while it can potentially be much larger in short
datasets (e.g., the 108-d cadence commonly used for studies
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of p-mode variations) these have insufficient resolution to give
well-constrained estimates of the asymmetry.

This suggests that fits to long datasets must be used to
constrain the possible size of the effect. In addition, guid-
ance can also be offered by resolved observations (e.g., see
Dziembowski & Goode 1997). If data from higher � are used
this approach is only valid if the agent responsible for the intro-
duction of the asymmetry is confined in the near-surface layers
(i.e., there is no significant contribution from magnetic-field
structures at the base of the convection zone or deeper). It is
also worth noting that for the foreseeable future this option will
not be available in the stellar case.

In order to study the impact of the multiplet asymmetry
on fits of BiSON-like data we have constructed, and then an-
alyzed, a series of artificial 10-yr datasets into which varying
degrees of asymmetry have been introduced. In the first cohort
of simulations the asymmetry was held at a constant level for
all modes over the duration of each simulated set. Different lev-
els were introduced into different sets to allow us to assess and
then calibrate any bias present in the various analyses. For the
second cohort of data we chose to simulate observations made
over the period 1992 July 25 through 2002 January 9, i.e., cov-
ering the declining phase of cycle 22 and all of the rising phase
of cycle 23. To achieve this the asymmetry was introduced as a
time-varying parameter designed to mimic the impact of vari-
ations in activity over this epoch. As such, this allowed us to
judge the impact of the fitting problems on data that are ex-
pected to be similar to actual BiSON and GOLF observations.

Analyses of both cohorts were performed with and with-
out the BiSON window function from the chosen 10-yr period.
Those results extracted without the window should therefore
be regarded a guide for analyses of the near-continuous GOLF
dataset (whose characteristics the artificial data also match
closely); while those with the window provide, of course, di-
rect guidance for the analysis of BiSON observations.

3. Artificial data

3.1. Overview of construction

The Laplace transform solution of the equation of a forced,
damped harmonic oscillator was used to generate artificial p-
mode-like data on a 40-s cadence in the time domain (as de-
scribed at length in Chaplin et al. 1997). All m components to
which the full-disc observations are sensitive were represented
explicitly in each complete time series set as an oscillation sig-
nal generated by a single “run” of the model. Each compo-
nent was re-excited continually by small “kicks” at each 40-s
sample and we also adhered to a stochastic description that as-
sumed each mode was excited independently. This was realized
in practice by randomly phasing, in time, all generated signals.

The model gives rise to a limit spectrum that is a Lorentzian
in shape for each component. As such, it provides no represen-
tation of the small peak asymmetries that have now been un-
covered at low � (e.g., Toutain et al. 1998; Chaplin et al. 1999;
Chaplin & Appourchaux 1999; Thiery et al. 2000; Bertello
et al. 2000). While we accept this is a shortcoming of the
simulations, the small size of the asymmetries is such that
other factors (e.g., the blending of adjacent mode components)

impose more severe constraints on the fitting problem posed
here.

Each time series was made with a full cohort of simulated
low-� modes, covering the ranges 0 ≤ � ≤ 5 and 1000 ≤ ν ≤
5200 µHz. A “pink” background noise component was added
also in the time domain, the size of which increased at lower
frequencies in order to give realistic signal-to-noise ratios. We
used a database of mode frequency, power and linewidth es-
timates obtained from analyses of BiSON spectra in order to
fix the characteristics of each oscillator component (i.e., its
resonant frequency and characteristic damping constant and
power). It is worth adding that the variation of the signal-to-
noise ratio in the modes is found also to mimic excellently that
in GOLF power spectra (e.g., see Chaplin et al. 2003b).

Of interest here, the heights of the zonal � = 2 com-
ponents were fixed at 55% of their adjacent |m| = �
neighbours to match the values found in BiSON data by
Chaplin et al. (2001a). Visibility levels for the barely-detectable
� = 4 and 5 modes were fixed at the levels calculated by
Christensen-Dalsgaard (1989). At the extreme ends of the mod-
eled spectra – where we do not have reliable, fitted estimates
for the parameters – we made appropriate, low-order extrapo-
lations of the parameter values from the adjacent interior fre-
quency bands.

3.2. Introduction of asymmetry
Artificial sets of length 3456 d (∼10 yr) were constructed, into
which � = 2 multiplet frequency asymmetries were introduced
in one of two ways. In our first set of simulations, multiplets
at all n were constructed with a fixed, time-invariant dn. We
made eleven 3456-d sets, each with their own input dn, ranging
from −0.5 to 0.5 µHz in steps of 0.1 µHz. The separation be-
tween the outer |m| = 2 components was chosen to be 1.2 µHz
to match approximately values of the splittings extracted from
fitting real data.

In the second cohort of simulations a time-dependent vari-
ation of the natural oscillator frequencies was introduced. This
was achieved as follows. We fitted a smoothed record of the
10.7-cm radio flux – covering the 10-yr period from 1992 July
25 through 2002 January 9 – to a sixth-order polynomial in
time. After multiplying by a suitable calibration factor (see be-
low) to reflect the observed relationship between the radio flux
and mode frequencies, the resulting values gave the required,
time-dependent frequency changes. In order to mimic the ac-
tivity cycle, the basic database frequencies used to construct
each mode (i.e., the underlying frequency of the excited oscil-
lator) were varied, sample-by-sample, by the linear addition of
this modelled solar-cycle contribution.

The accepted quiet-Sun level of the 10.7-cm radio flux
is 64  units (64 × 10−22 W m−2 Hz−1; see Tapping &
DeTracey 1990). If A(t) is the polynomial-fitted value of the
radio flux observed at time t, and Aquiet its quiet-Sun magni-
tude, the frequency shift induced was modelled in full as:

δνn�m(t) = g�m · F (ν) · [A(t) − Aquiet]. (2)

In the above g�m calibrates the size of the shift for different �
and m. The function F (ν) reflects the frequency dependence
in the shifts. It measures the fractional amount by which the
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Fig. 1. Left-hand panel – plot of F (ν) (see Eq. (2)) as a function of frequency. It measures the fractional amount by which the shift of a low-�
mode of a given frequency either exceeds or falls short of that expected at 3000 µHz. Right-hand panel – time-dependent values of the multiplet
frequency asymmetry, dn, introduced into the second cohort of artificial data. The three curves show dn for the � = 2 overtones at n = 13
(dashed), n = 20 (solid) and n = 26 (dotted).

Fig. 2. Frequency shift of the (2, 0) (left-hand panel) and (2, 2) (right-hand panel) components as measured by fits to two 784-d spectra
from resolved observations made by the MDI instrument on the ESA/NASA SOHO satellite. The solid line is the predicted shift based on
the parameterization outlined in Sect. 3.2 (cf. Eq. (2)), which also gives the modelled time-dependent asymmetries in the right-hand panel of
Fig. 1.

shift of a notional low-� mode of that frequency either ex-
ceeds or falls short of that expected at 3000 µHz. The function,
which is plotted in Fig. 1, was derived from GONG, BiSON
and LOI/VIRGO observations by Chaplin et al. (2001b).

Chaplin et al. (2003c) used BiSON observations to extract
estimates of the g�m for |m| = � modes. Here, we use their
value of g2,2 = 3.05 nHz RF−1 to describe the shift given to
the (2, 2) components. Our choice of g2,0 = 0.60 nHz RF−1 for
the inner, zonal components was fixed in an effort to match
the frequency-shift predictions of Dziembowski et al. (2000).
They made use of frequency shifts observed in higher-� data,
collected by the MDI resolved-Sun instrument on the SOHO
satellite, as the basis for these.

Since the sensitivity of the simulated m = 0 components
to the changing “activity” is smaller than at |m| = 2, the arti-
ficial multiplets show varying degrees of positive asymmetry
over the duration of the modelled epoch. The time-varying dn

introduced are shown in the right-hand panel of Fig. 1 for ra-
dial orders n = 13 (1957.4 µHz; dashed), n = 20 (3024.7 µHz;
solid) and n = 26 (3839.7 µHz; dotted).

In order to test our artificial parameterization – in particular
our decision to calibrate against Dziembowski & Goode’s pre-
diction based on their use of shifts from higher � – we made
use of resolved � = 2 data collected by MDI. The imaged

nature of these observations means that individual m can be iso-
lated thereby removing the substantial blending of adjacent m
that is present in the BiSON/GOLF data. Here, we applied op-
timal masks (Toutain & Kosovichev 2000) to two 784-d time
series collected over the periods 1996 May through 1998 June
(low activity) and 1999 March and 2001 April (high activity).
A standard maximum-likelihood fitting of each (�,m) compo-
nent was then made giving estimates of the (2, 0) and (2, 2)
frequencies. Differences between the high and low-activity sets
are plotted in Fig. 2. The solid line in each panel is the predicted
shift based on the parameterization in Eq. (2), using the mean
10.7-cm fluxes observed over each of the two periods.

The observed shifts – while seen to be in reasonable agree-
ment with the model – are nevertheless slightly larger in mag-
nitude. However, given the uncertainties on the measured data
this difference is significant at only <∼2σ. We therefore chose to
proceed with the model as formulated. It is worth noting that
the differences are sufficiently small that were we to have mod-
ified our simulations to match the MDI observations this would
have had an insignificant impact on the results.

Finally, we note that analyses were performed on the 10-
yr artificial time series both with and without the application
of the 3456-d BiSON window function. The fractional duty
cycle of the full BiSON window is D = 0.76. In addition,
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data were also subdivided into 108-d sets to test the analysis
on short stretches. The resulting 108-d windows ranged in fill
from D = 0.63 to 0.87.

4. Fitting strategies

The modes were fitted in the power spectrum of each time se-
ries in pairs (i.e., � = 2/0 and 3/1; see Chaplin et al. 1999)
as a superposition of components described by the polyno-
mial fitting formalism of Nigam & Kosovichev (1998), with
an additional flat background term. All components within a
given � were assumed to take the same width. The Nigam &
Kosovichev Lorentzian-like model includes a free parameter
to allow for the asymmetric appearance of the resonant peaks.
Although, as we have discussed already, the artificial resonant
profiles are Lorentzian and therefore not asymmetric, we opted
to vary the same number of free parameters that would have
been fitted to real, asymmetric data.

Different parameter combinations were used to describe the
frequency arrangement of the � = 2 multiplet. The basic strat-
egy adopted the commonly-used practice of assuming a sym-
metric configuration. If pi are the free parameters to be fitted,
two must be used to describe the symmetric multiplet, i.e.,

Symmetric strategy


νn,2,+2 = p1 + 2p2

νn,2,0 = p1

νn,2,−2 = p1 − 2p2.
(3)

Here, p1 is the fitted frequency of the multiplet – referred to
hereafter as νsym

n,2 – and p2 gives a measure of the component
separation for ∆|m| = 1. While this description provides no di-
rect information regarding the size of any non-zero dn present,
the frequency parameter p1 will nevertheless be influenced by
the presence of asymmetry in the multiplet.

Next, we sought to test the ability of the fitting to extract
estimates of the locations of all three observed components.
There are several ways in which one might choose to param-
eterize an asymmetric multiplet. Irrespective of the formula-
tion adopted, the small expected size of the asymmetry com-
pared to the component separations and widths means it is
extremely difficult for any fitting to constrain the location of the
central component and therefore the magnitude of any asym-
metry present. The interaction of the various components also
leads to strong correlations between the underlying frequency
parameters.

Here, we have chosen to define separate models to fit,
and extract estimates of, the components we wish to study1.
To do so we used two “asymmetric” strategies. In the
first we attempted to extract directly the (2, 0) frequency

1 It is worth noting that the various frequencies and splittings could
of course be made from the parameters extracted by just one of the
adopted asymmetric strategies. However, because of parameter corre-
lations proper allowance must be made in computations of the associ-
ated uncertainties, e.g., by using the correlation information present in
the Hessian matrix generated by each fit. We have instead chosen the
more transparent route of defining models to extract the parameters
we wish to study.

(with parameter p1), with two additional parameters used to
fix the locations of the outer components:

Asymmetric strategy #1


νn,2,+2 = p1 + 2p2

νn,2,0 = p1

νn,2,−2 = p1 − 2p3.
(4)

In what follows we refer to the fitted estimate of the (2, 0) fre-
quency as νass

n,2,0.
In the second, we instead defined the basic multiplet fre-

quency parameter, p1, to be that of the mean of the outer (2, 2)
and (2, −2) components, νass

n,2,|2|:

Asymmetric strategy #2


νn,2,+2 = p1 + 2p2

νn,2,0 = p1 − p3

νn,2,−2 = p1 − 2p2.
(5)

Here, p3 gave a direct estimate of dn.

5. Results from fixed dn simulations

5.1. Symmetric fits

Figure 3 shows a selection of results from fitting the
symmetric-component model to the first cohort of artificial
3456-d sets. The � = 2 modes within these were all given
the same frequency asymmetry, dn. Plotted is the difference
between the fitted frequency, νsym

n,2 , and that of the underlying
central (2, 0) component present, for three different input val-
ues of dn (value in µHz given as title to each figure).

When the multiplet is asymmetric it is to be expected that
the fitted frequency will differ from that of the central compo-
nent, by an amount corresponding to ≈dn. This is because the
symmetric-fitted frequency, νsym

n,2 , is determined largely by the
stronger |m| = 2 components, whose mean frequency corre-
sponds to:

νn,2,|2| =
1
2
(
νn,m=+2 + νn,m=−2

)
.

= νn,2,0 + dn.

Were the asymmetrically aligned m = 0 mode to have no in-
fluence on the fitted frequency, the extracted νsym

n,2 would then
correspond to the mean of the (2, 2) components. As such, it
would be offset from the frequency of the central (2, 0) compo-
nent by precisely dn. The horizontal, dotted line in each panel
of Fig. 3 shows the differences one would expect if this were
indeed the case. That the actual differences depart from this
suggests that the presence of the (2, 0) component “pulls” the
fitted frequency, with the magnitude of the bias introduced de-
pending upon both the size of the asymmetry present. Visual
inspection of the plots in Fig. 3 suggests the bias depends also
on the linewidth of the mode, ∆νn, i.e., the curves mimic the
observed increase of linewidth with frequency. The dashed line
in each panel is a simple model of the difference given by the
scaled product of dn and ∆νn. The fitted frequency is seen to be
pulled in the direction of the centroid of the multiplet, e.g., for
positive dn the (2, 0) component lies closer to the (2, −2) mode
and so, as a result, does the fitted νsym

n,2 .
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Fig. 3. Results from fitting the symmetric-component model to the first cohort of artificial 3456-d sets in which all � = 2 modes were given
the same frequency asymmetry, dn. Plotted is the difference between the fitted frequency and that of the underlying central (2, 0) component
present for three different input values of dn (see title of each figure). Also shown is the residual that would result were the m = 0 component
to have no influence on the fitted frequency (dotted line); this corresponds to the input dn. The dashed line is a prediction of the difference that
actually arises because the fitted frequency is pulled by the m = 0 mode; it is proportional to the product of the input dn and the linewidth, ∆νn.

Fig. 4. The zeroth and first-order coefficients, c0 and c1, describing the linear relation between the difference in frequency νsym
n,2 − νn,2,0, and the

product of the input asymmetry, dn, and mode linewidth, ∆νn. Estimates of the coefficients were extracted from the analysis of eleven complete
3456-d sets, having input dn ranging from −0.5 to 0.5 µHz. Top row – results for datasets with fractional duty cycle D = 1.00. Bottom row –
results after each dataset was modulated by the 3456-d BiSON window function, giving a fractional duty cycle of D = 0.76.

To properly test the dependence we assume the differences
can indeed be modelled as a linear function of the product
∆νndn (see above), plus the offset dn. We then have:

ν
sym
n,2 − νn,2,0 = dn + c0 + c1∆νndn, (6)

where c0 and c1 are the zeroth and first-order coefficients to be
extracted. The above can be rearranged to give an equation of
the form

y = c0 + c1x.

so that a linear fit of y against x yields the sought-for coeffi-
cients, i.e.,

ν
sym
n,2 − νn,2,0 − dn︸���������������︷︷���������������︸

y

= c0 + c1 ∆νndn︸︷︷︸
x

. (7)

We extracted estimates of the coefficients from four analyses:
from fits to the eleven, full 3456-d sets, both with and without
the BiSON window; and to the sets subdivided into contiguous,
short 108-d lengths (again, both with and without the window).
The results from the 3456-d analyses are plotted in the vari-
ous panels of Fig. 4. The coefficients returned from the 108-d
analyses were very similar and are therefore not plotted.

The zero-order coefficient, c0, indicates the amount by
which the fitted frequency differs from νn,2,0 in the absence
of any asymmetry in the multiplet (i.e., for dn = 0). Under
these circumstances the symmetric model provides a precise
description of the frequency arrangement of the components,
and any fit should in principle extract the underlying (2, 0)
frequency. The lower four panels of Fig. 4 show that under
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conditions of complete data fill (duty cycle D = 1.00) the off-
sets are indeed consistent with zero over the range of n fitted.
As such, the correct frequency is given. However, when the
window function is introduced this is no longer the case, and a
negative non-zero offset is present that is peaked at ∼2600 µHz.
Interestingly, the characteristics of this are similar in both the
short 108-d, and long 3456-d, sets. Its location near the centre
of the p-mode spectrum reflects, we believe, the deleterious im-
pact of the complicated background that is introduced between
the modes by the window (whose characteristics are discussed
at length in Chaplin et al. 2003b).

The first-order coefficient, c1, takes a reasonably constant
value of ≈−0.1 (µHz)−1 over the central part of the p-mode
range (irrespective of the length of data fitted, and the presence
or absence of the BiSON window). To understand the implica-
tions of this we re-arrange Eq. (6) slightly to:

ν
sym
n,2 = νn,2,0 + c0 + dn[1 + c1∆νn]. (8)

If co ≈ 0, it then follows that the product c1∆νn is the frac-
tional amount by which the symmetric-fitted frequency differs
from νn,2,0 + dn. Put another way, it is a fractional measure of
the extent to which the (2, 0) component determines (pulls) the
fitted νsym

n,2 . If Sn is the fractional contribution of the (2, 0) com-
ponent to the symmetric-model frequency, i.e.,

ν
sym
n,2 = Snνn,2,0 + (1 − Sn)νn,2,|2|, (9)

the following is then a quantitative statement of the above:

Sn = −c0 + dnc1∆νn
dn

≈ −c1∆νn. (10)

Since the linewidth at the centre of the spectrum is ≈1 µHz, this
suggests that Sn ≈ 10%. So, even though the (2, 0) mode has a
height that is ∼55% of that of its (2, 2) neighbours, its influence
on the fitted frequency is somewhat less than is implied by the
visibility ratio.

At frequencies above ∼3200 µHz the widths ∆νn rise
sharply with the result that adjacent components suffer from
substantial blending. It then becomes increasingly difficult to
determine accurately the presence of a non-zero dn. This ex-
plains why the high-frequency values of c1 tend toward the zero
level.

At very low n the differences in frequency are so small
that it is difficult to extract a reliable measure of the c1.
Furthermore, beating with noise under conditions of low sig-
nal to noise, and the influence of realization noise when the
components are confined to very few frequency bins, can in-
fluence dramatically the estimates. As such, the values plotted
below ∼2000 µHz in Fig. 4 should be regarded with caution.
Regardless, since these peaks are so narrow fits of different
models to the modes can be judged more easily on their in-
dividual merit, i.e., if all three components are clearly visible it
will be obvious if the fitted-model components do not lie on top
of them. This is a luxury not available at higher frequencies.

5.2. Asymmetric fits

In Fig. 5 we show results from fitting the asymmetric models to
the same cohort of artificial data (this time on just the 3456-d
length scale).

The top two rows show the difference between the
asymmetric-model-fitted frequencies and the input (2, 0) fre-
quency. The panels in the top row show results from fitting for
the mean frequency of the |m| = 2 components, νass

n,2,|2|. Since the
fitting model now describes the asymmetric arrangement of the
components, νass

n,2,|2| should correspond to νn,2,0 + dn (prediction
shown as the dotted line in each figure) and not be offset from
this, as was the case for the symmetric-model fits. The results
in the second row are from fits for the (2, 0) component, νass

n,2,0.
The results for all input values of dn suggest that over much

of the frequency range unbiased estimates of both the (2, 0)
and mean (2, |2|) frequencies are extracted (at the level of preci-
sion of the data). At frequencies above≈3500 µHz the blending
of adjacent components means the fitted estimates show larger
scatter and are poorly constrained. The implication here is that
an asymmetric model can be applied successfully to data of this
length and quality (except at very high n) with the result that
more accurate estimates of the frequencies are obtained (i.e., in
comparison to those given by the symmetric-model approach).
However, this comes at the cost of reduced precision in the es-
timates.

The bottom row of Fig. 5 plots ratios of the fitted frequency
errors from the asymmetric and symmetric fits. Stars show the
ratio of the uncertainties in the fitted (2, |2|) frequency to those
in the symmetric-fitted νsym

n,2 ; and diamonds the ratio of uncer-
tainties in the fitted (2, 0) to those in νsym

n,2 . Over most of the fre-
quency range the (2, |2|) estimates from the asymmetric model
have similar (slightly inferior) precision to their symmetric-
fitted counterparts. Only at high frequencies – where the asym-
metric fits show poor convergence – does the ratio increase
noticeably. In contrast, the precision in the fitted (2, 0) is sig-
nificantly inferior, showing a steady deterioration that follows
approximately the increase in linewidth.

6. Results from time-varying dn simulations

Figure 6 shows results from fitting a 3456-d set into which a
time-dependent variation of the � = 2 component frequencies
was introduced (see Sect. 3). This was done in such a way as
to match approximately the predictions of Dziembowski et al.
(2000), and to therefore provide a proxy for the content of
real data.

In the top row we plot the difference between the
symmetric-model fitted frequency and that of the actual mean
of the (2, 0) component over the 3456-d simulated period. As
for the plots in Fig. 3 we show also the difference that would
result were the (2, 0) component to have had no influence on
the extracted value; the fitted frequency would then be that of
the mean of the |m| = 2 modes, meaning the offset would cor-
respond to the mean dn for the simulated epoch (rendered as
the solid line). Also shown (dashed line) is the prediction from
Eq. (8) of the “pulled” frequency that actually results. To make
the latter prediction – which the fitted values follow closely,
both with and without the window function – we assumed a
fixed c1 of −0.1 (µHz)−1 at all n.

The second row shows the result of fitting the asymmet-
ric model to extract estimates of the mean (2, |2|) frequencies,
with the solid line following the expected offset (that of the



348 W. J. Chaplin et al.: � = 2 p-mode frequencies from full-disc data

Fig. 5. Results from fitting asymmetric-component models to the first cohort of artificial 3456-d sets in which all � = 2 modes were given
the same frequency asymmetry, dn. Top row – difference between the fitted mean frequency of the |m| = 2 components, νass

n,2,|2|, and the input
(2, 0) values. Middle row – difference between the fitted (νass

n,2,0) and input (2, 0) frequencies. Bottom row – ratios of the fitted frequency errors
from the asymmetric and symmetric fits. Stars show the ratio of the uncertainties in the fitted νass

n,2,|2| to those in the symmetric-fitted νsym
n,2 ; and

diamonds the ratio of the uncertainties in the asymmetrically fitted νass
n,2,0 to those in νsym

n,2 .

mean dn). The third row shows the residuals from fitting di-
rectly for the (2, 0) frequency.

Again, we find that both asymmetric strategies extract reli-
able estimates of the sought-for parameters below ∼3500 µHz.
The impact of the window function is manifested only by a
modest increase in the size of the uncertainties (compared to
fits made to continuous data). This observed increase is con-
sistent with predictions based upon the reduction in signal to
noise caused by the window (see Chaplin et al. 2002). The du-
plication of patterns in the fitting with and without the window
(compare left and right-hand panels in Fig. 6) suggests they are
the result of realization noise.

Because the average, underlying asymmetry over the 10-yr
period is very small for most of the modes (solid line in up-
per four panels), the symmetric-model-fitted and asymmet-
ric (2, |2|) fitted frequencies returned are very similar. Only
above ∼3200 µHz do the two depart from one another, and
even then the observed differences are not significant given the
level of precision in the fits. At frequencies above 3500 µHz
the asymmetric fits are poorly constrained.

The difference between the symmetric-model fitted and un-
derlying (2, 0) frequency is, however, significant over the cen-
tral part of the spectrum. To illustrate this we plot in the bottom
panel of Fig. 6 the difference normalized by the uncertainty
in the symmetric fitted frequency (triangles joined by dashed
line). This is greater than 4σ between ∼2900 and 3400 µHz.

Also shown is the difference between the asymmetric-
model fitted (2, 0) frequency and the actual underlying value,
again normalized by the fitted error (diamonds joined by dot-
ted line). Over the fitted range it is apparent that the (2, 0) es-
timates are accurate, at the level of precision of the fits; how-
ever, the fitted uncertainties are much larger than than those
in the symmetric-model frequencies (in line with the results in
Sect. 5).

7. Conclusions and implications for real data

We have studied in detail the extraction of estimates of � = 2
p-mode frequencies from unresolved observations of the vis-
ible disc of the Sun. This is complicated in practice by the
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Fig. 6. Results from fitting a 3456-d set – both with and without the BiSON window function – into which a time-dependent variation of the
� = 2 component frequencies was introduced (see Sect. 3). Top row – difference between the symmetric-model fitted frequency and that of the
underlying central (2, 0) component. Also shown is the residual that would result were the m = 0 component to have no influence on the fitted
frequency (solid line); this corresponds to the input dn. The dashed line is a prediction of the difference that is proportional to the product of
the input dn and the linewidth, ∆νn. Second row – difference between the asymmetric-model fitted mean frequency of the |m| = 2 components,
νass

n,2,|2|, and the input (2, 0) values. Third row – difference between the asymmetric-model fitted νass
n,2,0 and input (2, 0) frequencies. Lower panel

– difference between the symmetric-fitted frequency and the actual (2, 0) frequency, normalized by the fitted uncertainty (triangles); same, but
for the asymmetrically fitted (2, 0) and actual (2, 0) frequency (diamonds).
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asymmetric arrangement in frequency of the three components
(m = −2, 0 and 2) that are prominent in such data.

To effect our study we constructed, and then analyzed, a
series of 10-yr artificial datasets into which varying degrees
of asymmetry, dn, were introduced: first, at levels that were
held constant over the duration of the simulated observations;
and then as a time-varying parameter designed to mimic the
observed effect of the solar activity cycle. Our principal con-
clusions are as follows:

1. It has for a long time been standard practice to fit the � = 2
modes to a model that assumes the components are ar-
ranged symmetrically. When asymmetric data are fitted to
a model of this type, the fitted frequency for multiplets over
the central part of the spectrum is given by:

ν
sym
n,2 ∼ 0.1νn,2,0 + 0.9νn,2,|2|,

where νn,2,0 is the frequency of the inner, (2, 0) component
and νn,2,|2| is the mean of that of the outer, |m| = 2 com-
ponents. The fitted value – although determined largely by
the more-prominent (2, 2) and (2, −2) modes – is therefore
“pulled” toward the (2, 0) component.

– Dataset segments of length of 108 d, or similar, are of-
ten used in studies of the solar activity cycle. Because
of their short lengths sets made from observations coin-
cident with high levels of activity may have large � = 2
frequency asymmetries present within them. However,
they offer insufficient resolution to extract reliable es-
timates of either the asymmetry itself or the frequency
of the (2, 0) component. The impact of the asymme-
try will therefore be most conspicuous at times of high
activity. The fitted frequency of modes from ∼2500
to ∼3500 µHz may differ from: that of the underlying
(2, 0) component by as much as ∼0.3 µHz; and
from that of the mean of the m = 2 components
by ∼0.03 µHz. This is to be compared with typical
108-d frequency uncertainties for the most prominent
quadrupole modes of ≈0.20 µHz.

– When the symmetric model is applied to dataset lengths
of ∼10 yr the difference between the fitted and |m| = 2
frequency is unlikely to be significant in spite of the
vastly improved precision (frequency uncertainties now
≈0.03 µHz). This is because the underlying asymmetry
present is an average over the minimum-to-maximum
range of activity, and therefore smaller in magnitude
than for a 108-d period at or around cycle maximum.
Our analyses suggest also that the difference between
the symmetric-fitted and underlying (2, 0) frequencies
is significant for modes at the centre of the spectrum.
Although the difference increases at higher frequencies,
it is less significant there owing to the increase in the
frequency uncertainties.

2. We also tested asymmetric models formulated to ex-
tract the locations of all three modes present. Our re-
sults demonstrate that for time-series lengths comparable
to the 11-yr cycle, and data quality similar to BiSON
or GOLF, robust, unbiased estimates of the frequencies
of the (2, 0) and (2, |2|) components can be extracted

both with and without the BiSON window. At frequencies
above ∼3500 µHz the increased linewidth of the modes
gives rise to substantial blending between the compo-
nents with the result that the asymmetric procedure shows
poor convergence, yielding weakly constrained estimates
of the parameters. While direct estimates of the (2, 0) fre-
quency are encouragingly accurate across a wide fitting
range – irrespective of whether or not the BiSON window
is applied – the associated uncertainties are approximately
twice as large as those from the symmetric-model for
modes at ∼1500 µHz, some five times larger at ∼3000 µHz,
and roughly an order of magnitude larger at ∼4000 µHz.
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Appendix A: Comparison with resolved
observations

The full set of m frequencies extracted from resolved-Sun ob-
servations are often described using a polynomial expansion:

νn�,m = ν
cen
n� +

jmax∑
j=1

a j(n, �) �P j
�
(m). (A.1)

Where the basis functions are polynomials that are related to
Clebsch-Gordan coefficients (Ritzwoller & Laveley 1991).

The offset term in the expansion, νcen
n� , is the so-called cen-

tral frequency of the multiplet (i.e., its centroid). The even a j

coefficients reflect perturbations that are non-spherically sym-
metric in nature. The dn for unresolved data can therefore be
made from an appropriate combination of the a j. Those terms
needed to describe an � = 2 multiplet [with L2 = �(� + 1)] are:

P1
� (m) = m/�,

P2
� (m) =

6m2 − 2L2

6�2 − 2L2
,

P3
� (m) =

20m3 − 4m(3L2 − 1)
20�3 − 4�

(
3L2 − 1

) ,

and

P4
� (m) =

70m4 − 10m2
(
6L2 − 5

)
+ 6L2

(
L2 − 2

)

70�4 − 10�2
(
6L2 − 5

)
+ 6L2

(
L2 − 2

) ·
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From these it is straight forward to show that the frequencies
of the three components visible in unresolved observations are
given by:

νn,2,2=ν
cen
n� + 2a1(n, 2) + 2a2(n, 2) + 2a3(n, 2) + 2a4(n, 2), (A.2)

νn,2,−2=ν
cen
n� − 2a1(n, 2)+ 2a2(n, 2)− 2a3(n, 2)+ 2a4(n, 2), (A.3)

and

νn,2,0 = ν
cen
n� − 2a2(n, 2) + 12a4(n, 2). (A.4)

It then follows that the unresolved-data frequency asymmetry
is given by:

dn = 4a2(n, 2) − 10a4(n, 2). (A.5)
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