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ABSTRACT

We present a code for the fast computation of the Lomb-Scargle periodogram that uses nonequispaced fast Fourier transforms (FFTs).
The computation time has the classical O(N log N) behaviour of FFTs, but is shorter by about one order of magnitude than the
“classical” fast algorithm by Press and Rybicki, and is about five times shorter that the best GPU-based implementations of the usual
O(N2) algorithm. This performance is achieved without sacrificing accuracy, as revealed by comparing the computations done with
our FFT-based algorithm and a naïve one.
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1. Introduction

The lightcurves obtained with spatial missions such as
CoRoT (Michel et al. 2008) and Kepler (Koch et al. 2010) gen-
erally consist of extremely large numbers of samples (typically
several hundreds of thousands). In addition, these long times-
series cannot be evenly sampled over their full duration (e.g.,
because of the passage of the spacecraft through radiation belts,
or because some CCD pixels may be dead, etc.). As a result, the
search for periods in the lightcurves cannot be made with direct
recourse to the fast Fourier transform (FFT).

In the presence of a nonuniformly sampled lightcurve, it is
not uncommon to transform it by interpolation into one with a
uniform sampling before doing spectral analysis via FFT. This,
however, is not entirely satisfactory since it modifies the statisti-
cal properties of the data by introducing artificial data.

One of the most popular alternatives is the accelerated com-
putation of the Lomb-Scargle periodogram proposed by Press
& Rybicki (1989), which dramatically improves, in terms of
running time, on the original periodogram developed by Lomb
(1976) and Scargle (1982). Interestingly, the basic idea be-
hind the Lomb-Scargle periodogram was originally presented
in Gottlieb et al. (1975). Though this results in the evaluation
of an approximation to the periodogram, it has been generally
adopted not only because it is fast, but also because it retains
a good accuracy. Another approach was proposed by Townsend
(2010), where instead of evaluating an approximation, the exact
periodogram is evaluated by leveraging the computing power of
graphics processing units (GPUs). In spite of relying on a O(N2)
algorithm (where N is the number of samples), this runs on a
state-of-the art GPU and is slightly faster than the “classical”
O(N log N) algorithm by Press & Rybicki on a conventional
processor (CPU).

In this paper, we propose to evaluate an approximation to
the Lomb-Scargle periodogram by taking advantage of compar-
atively recent algorithms developed for the fast calculation of

Fourier transforms of nonuniformly sampled times-series. Thus,
we use the software library developped by Keiner et al. (2009),
namely the library of nonequispaced FFTs (NFFTs). The com-
putational time scales with the number of data samples, N, prac-
tically as O(N log N) (for the details, see Keiner et al. 2009);
however, the implied constant in the O-notation is smaller than
that of Press & Rybicki mainly owing to the use the state-of-the-
art FFT implementation in the FFTW library (Frigo & Johnson
2005). The accuracy of the NFFT is excellent (Steidl 1998).

The paper is organised as follows. In Sect. 2, we briefly re-
call the formalism of the Lomb-Scargle periodogram. Section 3
introduces the general ideas behind the NFFT algorithms. A
code for computing an NFFT-based periodogram is presented in
Sect. 4. Benchmarking computations and comparisons with ex-
isting codes are presented in Sect. 5. Finally, several perspectives
are outlined in Sect. 6.

2. The Lomb-Scargle periodogram

Here we give a brief overview of the formalism of the Lomb-
Scargle periodogram. Given a set of N measurements yi at ob-
servation times ti (i = 1, . . . ,N), the Lomb-Scargle normalised
periodogram at frequency f is defined as (Press & Rybicki 1989)

PN( f ) =
1

2σ2

⎧⎪⎪⎨⎪⎪⎩
[∑

i(yi − ȳ) cosω(ti − τ)
]2∑

i cos2 ω(ti − τ)

+

[∑
i(yi − ȳ) cosω(ti − τ)

]2∑
i cos2 ω(ti − τ)

⎫⎪⎪⎬⎪⎪⎭ , (1)

where ω = 2π f , ȳ, and σ2 are the mean and variance of the
measurements, respectively, given by

ȳ =
1
N

∑
i

yi, σ
2 =

1
N − 1

∑
i

(yi − ȳ)2 , (2)
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and the time-offset τ is defined by

tan 2ωτ =
∑

i sin 2ωt∑
i cos 2ωt

· (3)

Here and throughout this section, the summations run from i = 1
to i = N.

Scargle (1982) and Schwarzenberg-Czerny (1998) investi-
gated the statistical distribution of the periodogram under the
assumption that the measurements originate from pure Gaussian
white noise. Schwarzenberg-Czerny (1998) showed that, in this
case, a periodogram, normalised by the total variance as in
Eq. (1), follows a Beta distribution Ix[1, (N − 3)/2], defined as

Ix(a, b) =
Bx(a, b)
B(a, b)

, (4)

with x = 2PN( f )/N, and where B(a, b) and Bx(a, b) are, re-
spectively, the Beta function and the incomplete version thereof,
defined as (NIST 2011)

Bx(a, b) =
∫ x

0
ta−1(1 − t)b−1dt. (5)

In the case of Gaussian white noise, the false-alarm probability
that a periodogram comprising M independent frequencies will
exhibit a peak due to chance fluctuations is

PFA = 1 −
[
1 − Ix

(
1,

N − 3
2

)]M

= 1 −
⎡⎢⎢⎢⎢⎢⎣1 −

(
1 − 2PN( f )

N

)(N−3)/2⎤⎥⎥⎥⎥⎥⎦
M

· (6)

The non-trivial question of whether we can determine the num-
ber of independent frequencies in a periodogram has been ad-
dressed in the literature (Horne & Baliunas 1986; Frescura et al.
2008), and is not considered here because that would be beyond
the scope of this paper.

As noted by Press & Rybicki (1989), the sums that occur in
Eq. (1) can be greatly simplified. If we define

S y =
∑

i

(yi − ȳ) sinωti, Cy =
∑

i

(yi − ȳ) cosωti,

S 2 =
∑

i

sin 2ωti, C2 =
∑

i

cos 2ωti,
(7)

then∑
i

(yi − ȳ) cosω(ti − τ) = Cy cosωτ + S y sinωτ,

∑
i

(yi − ȳ) sinω(ti − τ) = S y cosωτ − Cy sinωτ,

∑
i

cos2 ω(ti − τ) =
N
2
+

1
2

C2 cos 2ωτ +
1
2

S 2 sin 2ωτ,

∑
i

sin2 ω(ti − τ) =
N
2
− 1

2
C2 cos 2ωτ − 1

2
S 2 sin 2ωτ. (8)

These simplifications form the basis of the code proposed
in Press et al. (1992). These authors emphasised that if the ti were
evenly spaced, the above sums could be evaluated by two com-
plex FFTs before substituting them back into Eqs. (1) and (3).
To be able to use FFTs despite the nonuniformity of the ti, they

invented the so-called extirpolation process, which is based on
the Lagrange interpolation (see their paper for details). Here,
we instead propose to bypass the extirpolation process, and to
directly compute the sums given in Eq. (8) by using complex
NFFTs, since a new numerical tool to evaluate these now exists
under the form of a freely available, high-quality library written
in C language (Keiner et al. 2009).

3. The NFFT algorithm and library

We present the principles of the computation of an NFFT, to
ensure that the library implementing it does not appear as a mere
black box, and that motivated users will be able to understand
and adjust the fine tunings offered by the library.

If a continuous signal y(t) is sampled every Δt seconds at
N observation times t j = jΔt ( j = 0, . . . ,N − 1), a time series
y j = y(t j) is obtained. Its discrete Fourier transform is defined as

Yk =

N−1∑
j=0

y je−2iπ jk/N (k = −N/2, . . . ,N/2 − 1). (9)

The domain of k is written so as to reflect that there are only
N independent discrete frequencies fk = k/(NΔt), and that these
satisfy

− fc ≤ fk < f c, (10)

where fc = 1/(2Δt) is the Nyquist frequency. The inverse
transform is

y j =
1
N

N/2−1∑
k=−N/2

Yke2iπ jk/N ( j = 0, . . . ,N − 1). (11)

The mathematicians who developed the NFFT (Keiner et al.
2009) define the nonequispaced discrete Fourier transform
(NDFT) as the generalisation of Eq. (11) without the normal-
ising constant

y(x j) =
N/2−1∑

k=−N/2

Yke−2iπkx j ( j = 0, . . . , M − 1), (12)

where the complex quantities Yk are given, x j, are reduced times,
called nodes, satisfying −1/2 ≤ x j < 1/2, and one does not
necessarily have M = N. (If N is odd, the summation runs from
−[N/2] to [N/2], where the brackets mean the integer part.) This
can be written in matrix-vector notation as

y = AY, (13)

where A is a complex M×N matrix (A jk = e−2iπkx j ). This matrix
is generally not square, and had it been so, it would generally be
neither orthogonal nor invertible. The definition of the inverse
NDFT is therefore a complicated issue. It is, instead, customary
to consider the adjoint NDFT defined by

Z = AHy, (14)

where AH is the adjoint (or conjugate transpose) of matrix A.
This corresponds to the sums

Zk =

M−1∑
j=0

y(x j)e2iπkx j (k = −N/2, . . . ,N/2 − 1), (15)
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which is the customary formulation needed for the computation
of a periodogram.

In view of the duality expressed by Eqs. (13) and (14), it
turns out that the same methods can be applied to compute the
sums in Eqs. (12) and (15).

The NFFT is an efficient computation of the NDFT defined
in Eq. (12). To this end, the trigonometric polynomial

y(x) =
N/2−1∑

k=−N/2

Yke−2iπkx (16)

is first approximated by suitable linear combinations of trans-
lates of a window function ϕ having good localization in
time/space and frequency1. The function y(x) in Eq. (16) is peri-
odic and has a period equal to 1, therefore the function ϕ(x), too,
is chosen to be 1-periodic. Introducing an oversampling factor
σ > 1 and setting n = σN, y(x) is approximated by

s1(x) =
n/2−1∑
l=−n/2

glϕ(x − l/n). (17)

The question is then to define gl such that s1 ≈ y. Converting the
right-hand side of Eq. (17) to the frequency domain yields

s1(x) =
∑
k∈Z

GkΦ(k)e−2iπkx, (18)

where

Gk =

n/2−1∑
l=−n/2

gle
2iπkl/n (19)

and

Φ(k) =
∫ 1/2

−1/2
ϕ(x)e2iπkxdx (k ∈ Z). (20)

If Φ(k) becomes sufficiently small for |k| > n/2 and if Φ(k) � 0
for −n/2 ≤ k < n/2, then comparison of Eqs. (16) and (18)
suggests that one defines ĝk such that

Gk =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
0, k = −n/2, . . . ,−N/2 − 1,
fk/Φ(k), k = −N/2, . . . ,N/2 − 1,
0, k = N/2, . . . , n/2 − 1.

(21)

From Eq. (19), gl is now given by

gl =
1
n

N/2−1∑
k=−N/2

e−2iπkl/n (l = −n/2, . . . , n/2 − 1), (22)

which can be computed by an FFT of length n. If ϕ is also lo-
calised in the time domain, so that it can be approximated by a
1-periodic function ψ

ψ(x) = ϕ(x)χ[−m/n,m/n](x) (m < n,m ∈ N), (23)

where m is a cutoff parameter and χ[−m/n,m/n](x) is the character-
istic function defined as

χ[−m/n,m/n](x) =

{
1, −m/n ≤ x ≤ m/n,
0, otherwise, (24)

1 The approximation of a function by translates of a basis function is a
well-known method in approximation theory (e.g. Schaback 1995).

then an approximation to s1 is defined by

s(x j) =
n/2−1∑
l=−n/2

glψ(x j − l/n) =
[nx j]+m∑

l=[nx j]−m

glψ(x j − l/n). (25)

To summarise, one has

y(x j) ≈ s1(x j) ≈ s(x j), (26)

which translates into the following three-step algorithm. Given a
suitably chosen window function ϕ, we (i) compute Gk accord-
ing to Eq. (21); (ii) compute the Fourier transform of Gk using
FFT, which is efficiently achieved with the help of the FFTW
library (Frigo & Johnson 2005); (iii) compute the sum s(x j) of
Eq. (25). Each of these three steps is linear and can be conve-
niently represented by a matrix (respectively, D, F, and B), so
that Eq. (13) reads

y = AY ≈ BFDY. (27)

As noted earlier, for the computation of a periodogram we actu-
ally need the adjoint NFFT, i.e.,

Z = AHy ≈ DTFHBTy. (28)

This is essentially the same algorithm taken in reverse order,
therefore its performances are the same as that for the direct
NFFT. In particular, the arithmetical complexity of the algorithm
can be shown to be O(N log N + M) (Keiner et al. 2009).

In addition, we note that the two approximations in Eq. (26)
introduce, respectively, an aliasing error and a truncature error,
both of which could be rigorously analysed for various window
functions (e.g. Potts et al. 1998). This contrasts with several of
the earlier NFFT algorithms.

The above NFFT algorithm and its adjoint are efficiently im-
plemented in the NFFT library (Keiner et al. 2009), written in
C language and freely downloadable2. This library is not lim-
ited to one-dimensional Fourier transforms that are nonequis-
paced in time, and provides a large bestiary of transforms in
several dimensions; in particular, the case nonequispaced in both
time and frequency is considered. The library also provides iter-
ative methods to compute the corresponding inverse transforms.
Moreover, several of the more important window functions con-
sidered in the literature are implemented, and their parameters
have default values that yield smaller aliasing and truncating
errors.

4. An NFFT-based Lomb-Scargle periodogram code

We now present nfftls, a code for computing a Lomb-Scargle
periodogram that is a straightforward implementation of Eq. (1)
rewritten in terms of the sums in Eq. (8) computed using NFFTs.

The periodogram is output on a uniform frequency grid

fk = kΔ f (k = 1, . . . ,Nf ), (29)

where the frequency spacing is given by

Δ f =
1

Cover(tNt − t1)
, (30)

2 See http://www-user.tu-chemnitz.de/~potts/nfft/
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Cover is an oversampling parameter3, and the number of frequen-
cies is

Nf =
1
2

CoverChighNt . (31)

The control parameter Chigh is the ratio of the highest desired
frequency, fhigh, to the Nyquist frequency, fc = Nt/(2T ), that
would be obtained if the Nt data points were evenly sampled over
the total sampling time T = tNt − t1. The oversampling parameter
and the high frequency parameter are both user inputs. It should
be emphasised that in practice the choice of these parameters
must be guided by the data sampling and the scientific problem
at hand.

As mentioned in Sect. 3, the NFFT library assumes that the
time range is the interval [−1/2, 1/2); therefore, before the com-
putation of the NFFTs, the original time range must be mapped
to this interval. This is achieved by applying the following trans-
formation

ti → xi = 2a(ti − t1)Δ f − a, (32)

with a = 1
2 − ε, where ε is an arbitrarily small number (typi-

cally 10−5).
Figure A.1 lists the C99 code for the computation of the

Fourier transform of an unevenly sampled times-series with the
help of the NFFT library. We note that, owing to the implementa-
tion of the library, not the direct transform (Eq. (12)), but the ad-
joint transform (Eq. (15)) must be computed. Moreover, we note
that the Fourier transform is not normalised. Though the func-
tion computes the transform at all frequencies −mδ f ≤ f ≤ mδ f
(with m = Nf ), it outputs only the positive frequency part, since
only strictly positive frequencies are involved in the computation
of the periodogram.

For the computation of the transforms in Eq. (7) at angular
frequencies 2ω, it suffices to compute a Fourier transform of the
observational window (i.e., with the data samples equal to 1.0)
that is twice as long as that of the data

Wk =

M−1∑
j=0

e2iπkx j (k = −N, . . . ,N − 1), (33)

and to take every second Fourier component. It turns out that the
extra calculation that needs to be made negligly affects the time
performances of the code.

The outline of the program is then very simple:

1. Read the input data (times-series).
2. Compute the mean and the variance of the data.
3. Centre the data around their mean.
4. Reduce the time span to the interval [−1/2, 1/2), taking over-

sampling into account (Eq. (32)).
5. Determine the maximum frequency element to be output.
6. Compute the Fourier transform of the data (Eq. (15) ex-

pressed in NFFT terms as Eq. (28)).
7. Compute the Fourier transform (of double length) of the

window (Eq. (33) expressed as Eq. (28) where y has all its
components equal to unity).

8. Compute the sums of Eq. (8), then the periodogram (Eq. (1)).
9. Output the periodogram.

10. Output false-alarm probability (Eq. (6)) vs. frequency
(optional).

3 Note that this oversampling parameter has nothing to do with the “in-
ternal” parameter of the same name used in the NFFT approximation.

We note that steps 5 to 8 are actually wrapped into a C function
that returns a C-structure containing the two arrays that make
up the periodogram, viz. the frequencies and the corresponding
periodogram ordinates. Figure A.2 lists the code of that function.

5. Tests and comparisons with existing codes

The tests were conducted on two platforms. One is a laptop Dell
Latitude E6400 that runs 64-bit Ubuntu GNU/Linux, with 3 GB
of RAM. It has an Intel(R) Core(TM)2 Duo P9700 Processor,
with a cache size of 6 MB and a clock speed of 2.8 GHz. The
other one is a 64-bit Debian GNU/Linux server with 47 GB of
RAM. It has four hexa-core Intel(R) Xeon(R) Processors X5650,
each with a cache size of 12 MB and a clock speed of 2.66 GHz.
No attempt was made to parallelise the code, and the program
was run on only one core of a single chip. Hence, as the clock
speeds of both platforms are quite similar, the running times of
the same program executed on them essentially differ because of
the effects of the cache and RAM sizes. The executables were
created on both machines with the GNU gcc compiler (v4.6.1
for the laptop and v4.4.5 for the server), using the standard C99
language (option -std=c99) and the -O2 optimization flag.

For the validation of our code nfftls, we used several sets of
simulated data, regularly as well as irregularly sampled, some
with gaps. We compared the results with a code based on a
straightforward implementation of the DFT, which is hence very
slow because it is based on a O(N2) algorithm. The maximal
absolute deviation between the results of both codes was found
to be of the order of 10−8. In addition, the presence of gaps in
the data or a random sampling did not alter the performances of
nfftls, in terms of neither runtime nor numerical accuracy.

For the performance comparisons, we used the following
codes: fasper, the fast algorithm proposed by Press & Rybicki
(1989), in its C version (Press et al. 1992), and culsp the GPU-
based algorithm proposed by Townsend (2010).

One should be aware that the GPU-based algorithm, culsp,
is a straightforward implementation of exact expressions for the
Fourier transforms, whilst fasper and nfftls are both implemen-
tations of approximate expressions thereof (reverse interpolation
or extirpolation in fasper, and those summarised by Eq. (26), and
described in Sect. 3, in nfftls) in order to take advantage of the
FFT.

To compare the performances of our code to Townsend’s
culsp 2010, we used the same validation data set, namely the
150-day photometric time-series of the large-amplitude βCephei
pulsator V1449 Aql (HD 180642) obtained by the CoRoT mis-
sion4 (Belkacem et al. 2009). After removal of the flux measure-
ments flagged as bad, the times-series comprised 382 003 points,
unevenly sampled. Whilst the sampling of the data set is mostly
regular (with a sampling interval of about 32 s), there are gaps of
various sizes (see Fig. 1).

The periodogram of V1449 Aql was computed with nfftls.
Figure 2 (upper plot) displays the part surrounding the peak cor-
responding to the dominant 0.18 d pulsation period (Waelkens
et al. 1998). To get an idea of the accuracy, we also computed
the periodogram using an implementation of the DFT that is a
straightforward translation of Eq. (15). Figure 3 shows a scatter
plot of the straightforward DFT- and NFFT-based periodograms
against one another over the full frequency range. The good

4 The CoRoT space mission, launched on 2006 December 27, was de-
veloped and is operated by the CNES, with participation of the Science
Programs of ESA, ESA’s RSSD, Austria, Belgium, Brazil, Germany,
and Spain.

A50, page 4 of 9



B. Leroy: Lomb-Scargle periodogram using NFFTs

100

101

102

103

104

105

106

 0  500  1000  1500  2000  2500

N
Δ

Δt [s]

Δtmin = 32 s

Δtmax = 9504 s

Fig. 1. Histogram of the sampling intervals in the V1149 Aql data set.
The number of sampling intervals, NΔ, of a given value, Δt, is plotted
only up to Δt = 2000 s; the maximal sampling interval is a huge gap
of Δtmax = 9504 s. The minimal sampling interval Δtmin = 32 s corre-
sponds to the nominal observation mode.
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Fig. 2. Upper plot: part of the L-S periodogram for V1449 Aql;
lower plot: absolute deviation
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∣∣∣ of the corresponding pe-
riodogram evaluated with an ordinary DFT code. Compare this figure
with Fig. 2 of Townsend (2010).

agreement between both codes is clear: no point in the plot de-
parts from the diagonal line PNFFT

N = PDFT
N , the maximal absolute

“error” is max0< f≤ fmax

∣∣∣PNFFT
N − PDFT

N

∣∣∣ ∼ 2.0 × 10−8 (see lower
plot in Fig. 2), and the corresponding relative “error” is of the
order of 10−13. This illustrates that the approximation performed
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Fig. 3. Scatter plot of the NFFT-based periodogram against the straight-
forward DFT-based periodogram for V1449 Aql.

Table 1. Periodogram computation times in seconds.

Code Platform 〈tcalc〉 σ(tcalc)

CPU implementation

nfftls Dell Laptop 5.6 0.057
nfftls Server 5.1 0.039
fasper Dell Laptop 42. 1.1
fasper Server 30. 1.4

GPU implementation

culsp GeForce 8400 GS 570. 0.0093
culsp Tesla C1060 20.3 0.00024

Notes. For comparison, we have listed the computation times of culsp,
the GPU implemented code by Townsend (2010), as well as a code
based on the function fasper of Press et al. (1992). We used an over-
sampling of 8 and a high-frequency control factor of 1, which yields a
periodogram with Nf = 1 528 012 points, about the same number as the
1 528 064 points used in the runs of culsp.

by the NFFT-based code in computing a periodogram is ex-
tremely good. We note that a relative error of about that same
size is measured when comparing the absolute value of a DFT
computed without recourse to the FFT and one computed by
using the NFFT library. All computations were done in double
precision.

To measure the performance of nfftls and ease the com-
parison, we adopted Townsend’s approach. We averaged the
periodogram computation time over 100 runs (the typical run-
ning time for one computation is so short, that repetition was
necessary). To make a fair comparison, we took into considera-
tion only the time necessary to execute steps 5 to 8 (inclusive)
of the code outline given in Sect. 4. Table 1 lists the mean pe-
riodogram computation time 〈tcalc〉 and the corresponding stan-
dard deviation σ(tcalc) for nfftls running on both the laptop and
the server; for comparison, we also list the performances of a
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Fig. 4. Running time as a function of the length of the times-series of
fasper and nfftls. The dotted straight line is a least squares fit with a
function proportional to Nt log Nt.

code based on fasper and Townsend’s code culsp. We modified
the function fasper by Press et al. (1992) by introducing instruc-
tions for timing the code at places most similar to those they have
in nfftls, so that the comparison of running times was as fair as
possible. In addition, we note that the computations in fasper
are done essentially in single precision, whilst they are done in
double precision in nfflts. The use of single precision generally
seriously impairs the accuracy, and depending on the computer
architecture, the running time may also be affected5. We note
that if the running time values for nfftls are corrected by adding
the time necessary for executing steps 2 to step 4, this amounts to
increasing the corresponding tabulated values by ∼8 ms, which
is negligible.

Townsend’s platform has a clock frequency of 2.33 GHz,
which is not very different from that of our platforms (2.67 GHz
and 2.80 GHz), therefore one may infer that the running times of
nfftls and fasper on his platform would be comparable to that
displayed in Table 1 (the RAM size of Townsend’s platform is
8 GB, hence bracketed by the RAM sizes of our platforms).

Figure 4 plots the running time of fasper and nfftls as a
function of the length Nt of the times-series. The times-series
for a given Nt is obtained by downsampling the original one.
Although both are O(Nt log Nt) codes, clearly, the latter runs
faster, viz. at least about six times faster, as indicated in Table 1.
This difference in performance may be ascribed in large part to
the implementation of the FFT on which both codes rest, and in
particular to the use of the FFTW library in computing NFFTs.

In addition, nffls outperforms the GPU-based codes, typ-
ically running about four times faster than a code running on
a Tesla C1060, one of the upper-end GPUs available on the
market. Moreover, the computation with GPUs are still limited
to a single precision accuracy, whilst codes running on CPUs
can benefit from the built-in double precision of the standard C
libraries. This presumably explains the great difference in the
relative errors registered by nfftls and culsp. As far as the com-

5 In C, this generally results in an increase in running time since the
mathematical libraries for this language are in double precision.

putation of periodogram ordinates is concerned, this should not
be too great a problem since the relative errors are very small in
both cases. In this context, the most important considerations are
the good performances in terms of running time.

Finally, we note that we found no improvement could be
achieved by changing the default settings of the NFFT library,
namely by departing from the Kaiser-Bessel window function
(Jackson et al. 1991; Fourmont 1999) and/or by modifying de-
fault values of the parameters that control the quality of the
NFFT approximation (viz. the “internal” oversampling and the
cutoff parameter mentioned in Sect. 3).

6. Conclusions and perspectives

We have shown that the use of NNFTs could significantly
shorten the running time for computing the periodogram of
nonuniformly sampled light curves whilst ensuring an excellent
accuracy. This, of course, assumes that the libraries used provide
state-of-the-art implementations of the FFT and of the NFFTs.
In this respect, the quality of the treatment of the approxima-
tions done by Keiner et al. (2009) in computing NFFTs makes
their library highly commendable.

One should be aware that, for the mass treatment of the
many stars for which space missions are now providing very
long lightcurves, even a gain in running time of about one or-
der of magnitude, as we obtain, over the “classical” accelerated
algorithm by Press & Rybicki (1989) is a valuable improvement.
In addition, not only periodogram-orientated programs but virtu-
ally any spectral analysis program that must deal with irregularly
sampled data could benefit from using NFFTs.

For example, Scargle (1989) discusses in detail Fourier
transforms and correlation functions of irregularly sampled data,
but provides an implementation of the DFT based on a O(N2)
algorithm, which is therefore virtually impractical for very long
times-series. Nothing in his discussion, however, prevents the
replacement of his implementation with an NFFT, which would
result in a dramatic decrease in running time. To this end, the
implementation given in Fig. A.1 may serve as a guide. At this
point, we wish to mention that the inversion back to the time do-
main performed by taking the FFT of a DFT evaluated at evenly
spaced frequencies, as proposed by Scargle, might be replaced
with the use of one of the iterative solvers proposed by Keiner
et al. (2009) in their NFFT library; typically, a solver iteratively
solves, e.g., Eq. (13) for Y given y.

Among the various programs that may greatly benefit from
the use of NFFTs, we only mention the one that is most used
in stellar astronomy: sigspec by Reegen (2007). Though an
extremely effective tool, it is terribly slow because it does not
make any recourse to the use of FFTs. Unfortunately, the com-
plexity of the source code and its author’s death make the corre-
sponding adaptation a challenging (though certainly worthwhile)
task.

In view of the already very good performances reached in
computing an NFFT-based periodogram on a single processor
core, it will be interesting to investigate whether parallelism may
bring further improvement. We note that there have been some
recent developments (Pippig 2009) towards producing a parallel
version of the NFFT library6. However, we find that the available
software remains insufficiently robust for it to serve as a basis for
a code delivered to a large community.

6 See http://www-user.tu-chemnitz.de/~mpip/software/
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The general trends in computer technology is not only to-
wards multicore CPUs but also towards programmable GPUs.
In addtion, computations of NFFTs on GPUs have started to ap-
pear (Sørensen et al. 2008). However, GPU computing remains
too hardware-dependent, and monothread CPU computing is
much easier to program7.

We therefore believe that the excellent performances that
can be obtained with monothread computing using high-quality
libraries, such as the FFTW and NFFT libraries, should continue
to make codes such as nfftls extremely attractive.

Appendix A: C-code for computing a periodogram

In this appendix, we introduce the two building blocks neces-
sary for computing a normalised Lomb-Scargle periodogram by
using NFFTs. The complete program, nfftls, is freely available,
under the GNU General Public License (GPLv3)8.

Figure A.1 presents the function, nfft, that computes the
NFFT of a times-series (the so-called dirty spectrum) or the cor-
responding observational window. To compute the latter, a NULL
pointer must be provided as the argument for the measurements.

If the appropriate flags in the nnft_plan are set after it has
been initialised (line 26), an optimisation is obtained by precom-
puting the values of ϕ̂(k) for k = −N/2, . . . , /N2 − 1 (Eq. (20)).
The library’s default settings are such that the test on line 46
evaluates to true, so that another optimisation is done by pre-
computing (line 47) the values of ψ(x j − l/n) for j = 1, . . . , M
and l = [nx j] − m, . . . , [nx j] + m (Eq. (25)). We tried to im-
prove the performance by varying these flags, but did not find
any significant difference in the code performance. The library’s
defaults seem to conform perfectly to our needs. For more details
on the available optimisations, the reader is referred to Keiner
et al. (2009).

Figure A.2 presents the function periodogram used to com-
pute the periodogram proper. Before the call, the user must have
centred the measurements around their mean, and the observa-
tion times must have been reduced so as to lie in the interval
[−1/2, 1/2). The function returns the results in a C-structure, LS,
defined as

typedef struct {
double* freqs; // (>0) frequencies
double* Pn; // periodogram ordinates
int nfreqs; // number of frequencies

} LS;

whose members are labelled freqs and Pn are two dynamically
allocated arrays of size nfreqs. This structure is allocated by
the function itself (lines 26−29); it is however the responsibility
of the user to free the corresponding memory.

The undisplayed header file declar.h (line 3) contains the
declarations of the function nfft as well as of the auxiliary
functions

– sign (line 48), which transfers the sign of its second argu-
ment to its first argument, i.e. sign(a, b) returns |a| sgn b,
where sgn(x) yields the sign of x ;

7 But this situation may change in a near future, as Intel recently
(Aug. 2011) announced they are porting their Cilk Plus C/C++
language extensions for multithreaded parallel computing into the
GNU Compiler collection (http://software.intel.com/en-us/
articles/intel-cilk-plus-open-source/).
8 See http://corot-be.obspm.fr/

1 #include <complex.h>
2 #include <nfft/nfft3.h>
3
4 /* Computation of the positive frequency
5 * part of the (unnormalised ) Fourier
6 * transform of a times -series (t, y).
7 *
8 * Input:
9 * t the times reduced to [1/2, 1/2)

10 * y the measurements (NULL, for
11 * computing the FT of the window)
12 * n the number of measurements
13 * m the number of positive frequencies
14 * Output:
15 * d the Fourier coefficients
16 * (preallocated array for (m+1)
17 * elements)
18 */
19 void nnft(const double* t, const double* y,
20 int n, int m, double complex* d)
21 {
22 // Creates NFFT plan for 2*m Fourier
23 // coefficients (positive and negative
24 // frequencies ) and n data samples.
25 nfft_plan p;
26 nfft_init_1d (&p, 2 * m, n);
27
28 if (y != NULL) // data spectrum
29 {
30 for (int i = 0; i < n; i++)
31 {
32 p.x[i] = t[i];
33 p.f[i] = y[i];
34 }
35 }
36 else // window spectrum
37 {
38 for (int i = 0; i < n; i++)
39 {
40 p.x[i] = t[i];
41 p.f[i] = 1.0;
42 }
43 }
44
45 // Possibly optimises.
46 if (p.nfft_flags & PRE_ONE_PSI )
47 nfft_precompute_one_psi (&p);
48
49 // Computes the adjoint transform.
50 nfft_adjoint (&p);
51
52 // Outputs the positive frequency
53 // Fourier coefficients .
54 for (int i = 0; i < m; i++)
55 d[i] = p.f_hat[i];
56 d[m] = conj(p.f_hat[0]);
57
58 nfft_finalize (&p);
59 }

Fig. A.1. Function for computing an NFFT.

– square (lines 50−51), which returns the square of its
argument;

– xmalloc (lines 26–28, 32, 35), which is a wrapper of the
standard function malloc that terminates the program with
a message in the case of an error.
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1 #include <math.h>
2 #include <stdlib.h>
3 #include "declar.h"
4
5 /* Computes the Lomb-Scargle normalised periodogram of a times -series.
6 *
7 * t the times, reduced to [-1/2,1/2).
8 * y the measurements , centred around <y>.
9 * npts the length of the times -series.

10 * over the oversampling factor.
11 * hifac the highest frequency in units of "average" Nyquist frequency.
12 *
13 * This function returns the results in a structure, LS (see text).
14 */
15 LS* periodogram (const double* t, const double* y, int npts, double over, double hifac)
16 {
17 double df = 1.0 / (over * (t[npts - 1] - t[0]));
18
19 // Index of the highest frequency in the positive frequency part of spectrum.
20 int m = floor(0.5 * npts * over * hifac);
21 LS* ls = xmalloc(sizeof(LS));
22 ls->freqs = xmalloc(m * sizeof(double));
23 ls->Pn = xmalloc(m * sizeof(double));
24 ls->nfreqs = m;
25
26 // Unnormalised FTs of the data and window.
27 double complex* sp = xmalloc((m + 1) * sizeof(double complex);
28 nfft(t, y, npts, m, sp);
29 double complex* win = xmalloc((2 * m + 1) * sizeof(double complex);
30 nfft(t, NULL, npts, 2 * m, win);
31
32 // Computes the periodogram ordinates,
33 // and store the results in the LS structure.
34 for (int j = 1; j <= m; j++)
35 {
36 double complex z1 = sp[j]; // FT of data at \omega
37 double complex z2 = win[2 * j]; // FT of window at 2\omega
38 double absz2 = cabs(z2);
39 double hc2wt = 0.5 * cimag(z2) / absz2;
40 double hs2wt = 0.5 * creal(z2) / absz2;
41 double cwt = sqrt(0.5 + hc2wt);
42 double swt = sign(sqrt(0.5 - hc2wt), hs2wt);
43 double den = 0.5 * npts + hc2wt * creal(z2) + hs2wt * cimag(z2);
44 double cterm = square(cwt * creal(z1) + swt * cimag(z1)) / den;
45 double sterm = square(cwt * cimag(z1) - swt * creal(z1)) / (npts - den);
46 ls->freqs[j - 1] = (j - 1) * df;
47 ls->Pn[j - 1] = (cterm + sterm) / (2 * var);
48 }
49
50 free(win);
51 free(sp);
52 return ls;
53 }

Fig. A.2. Function for computing an NFFT-based LS periodogram.

In practice, simple functions such as sign and square are in-
lined in the code.

We note that the function periodogram differs from the
function fasper from Numerical Recipes (Press et al. 1992)
in two important ways. Firstly, the sums of the trigonometric
functions at 2ω in Eq. (7) are evaluated from Fourier transforms
of the observational window of a length twice that of the data
(lines 36 and 43). Secondly, and more importantly, the Fourier
transforms are evaluated as NFFTs (lines 33 and 36). In addi-
tion, periodogram does not determine the peak of the maximal

height in the periodogram and the corresponding false-alarm
probability. In the spirit of the C language, this is instead dele-
gated to another function (not displayed since it is a trivial trans-
lation of Eq. (6)).
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